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Core model structure

The 1 Rock 2 rules 3
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Computing the attention representations

Calculation as previously given
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Computing the attention representations
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Computing the attention representations
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Multi-headed attention

The 1 Rock 2 rules 3
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Repeated transformer blocks

The 1 Rock 2 rules 3
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Repeated N times with
cout serving as cinput at
each successive layer.

Includes multi-headed
attention in each block
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The architecture diagram

Each decoder state self-attends 
with all of its fellow decoder states 

and with all the encoder states.

The left side is repeated for 
every state in the encoder.

The right side is repeated for 
every decoder state, with 
outputs for each state that has 
them (all of them for dialogue 
and machine translation, only 
the final one for NLI).

In the decoder, 
self-attention is limited to 
preceding words.
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